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* Prediction Heads for GNNs
* Node-level Prediction
* Edge-level Prediction
* Graph-level Prediction

 Training & Evaluation
* Loss Functions

e Evaluation Metrics
« ROC-AUC

« Dataset Splitting for GNNs
* Transductive vs. Inductive Learning
* Node Classification Split
« Graph Classification Split
 Link Prediction Split
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From GNN Embeddings to Predictions

Input Graph

.

7

Nodes with features
and edges

Message Passing
(Multiple Layers)

GNN learns from the graph
structure and node features

B

Node Embeddings
(" B

Ky -
hy” I -

by I -

% J

Y

Each node has a d-dimensional

embedding after L layers

Prediction Head

Task-specific head (e.g.,
MLP, linear layer)

Predictions

»

Predicted outputs for
the target task

We have learned how to generate node embeddings.
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Prediction Heads for GNNs
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Prediction Heads for GNNs

Task Types of Prediction Heads:

 Node-level Prediction

« Edge-level Prediction

e Graph-level Prediction

Input Graph Node
Graph Neural embeddings
Network

INPUT GRAPH

A\ 4

N

Evaluatlon
metrics

/\

Predictions Labels
HEREN ... [ [ [ [ [

Loss
[ function ]

Prediction
:
head

End-to-End Training with Backpropagation
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Details in Prediction Tasks

Graph-level
prediction

b/ 38

Node-level
prediction

Edge-level
prediction
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Node-Level Prediction

Node-level Prediction:
Directly make prediction using node embeddings

GNN Output: hL € R?

Each node has a d-dimensional embedding.

Node Prediction Head: 9, = Head, ,q0(hL) = WHhL

Decision Mapping: R¢ —» R¥, W# e RF*4

* C(Classification: Predict one of k classes.

* Regression: Predict k target values.

1/ 38
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Edge-Level Prediction

Edge-level Prediction:

Make predictions for a pair of nodes
using their node embeddings.

GNN Output: hL, hL € R?
Each node has a d-dimensional embedding.

Edge Prediction Head: 7, = Headeqge (hy, hyy) = W h;,

Concatenation: [AL||AhL]

Dot Product: A% - KL
MLP: learn a nonlinear relation between two nodes

Decision Mapping:

* Link Prediction: Does an edge exist between v and v?

« Edge Classification: What type of relation connects v and v?
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Graph-Level Prediction

Graph-level Prediction:
Make prediction using all the node ﬂ ‘e I R I

embeddings in our graph.

GNN Output: hl e R4, vv e G ]
Each node has a d-dimensional embedding.

Prediction Head: §; = Headg,pn({h} € R?, Vv € G}) = WHh]

Decision Mapping:
. Predicts a label or property
«  Molecule — Toxic / Non-toxic [ for the entire graph

*  Protein — Protein function Combines all node embeddings

*  Program graph — Vulnerable / Safe into a single graph

* Social network — Network type representation
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Graph-Level Prediction: Options

Prediction Head:
9 = Headgrapn ({h5 € R%, Vv € G}) = WHAL

Mean Pooling

Works well in Vo = ({hL e R4, vv € G}) = WHRL
small graphs!

: Global Max Pooling
9¢ = Max({hL € R, vv € G}) = WHhL

Global Sum Pooling
9¢ = Sum({hL € R4, vv € G}) = WHhL
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Graph-Level Prediction: Global Polling - Issue

Issue: Global pooling over a (large) graph will lose information

® Clearly G4 and (G, have very different node embeddings
—> Their structures should be different

Gy

. Node embeddings for G;: {-1,-2,0, 1, 2} |

Let’ r r " / Oh? Th
af, nsojzm Prediction for Gj: N Prediction for G: i 16 afso
embeddings!/ | g = sum({-1, -2, 0, 1,2}) Y6 = Sum({-10, -20, 0,10, 20})
==]-240¢3+2 =-10-20+0+10+20
30t =30¢
> e
(@ We cannot differentiate G, and G, ! ‘}@@Pls‘,
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Graph-Level Prediction: Global Polling - Solution 1

Solution 1: aggregate all the node embeddings hierarchically

Grouping + ReLU
/ Node embeddings: Round 1: separate aggregation
u]. {_1; _2) O) 1) 2}
First 2 nodes (-1, —2) Last 3 nodes (0, 1, 2)
Sum=(-1)+(-2)=-3 | Sum=0+1+2=3
\) 2
ReLU(=3) = 0 ReLU(3) = 3
— )7(1 =0 = 5/1) =3

GZ Node embeddings: Round 1: separate aggregation

{-10, —20, 0, 10, 20}
First 2 nodes (—10, —20) Last 3 nodes (0, 10, 20)

i Sum=(-10)+ (-20)=-30  Sum=0+10+20=30

2 s
ReLU(-30) = 0 ReLU(30) = 30
:5/(1:0 2}71):30
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Round 2: final aggregation

Sum of y, and y;,
Sum=0+4+3=3

\

ReLU(3) = 3
[ 96=3 ]

Round 2: final aggregation

Sum of y,, and y,,
Sum =0+ 30 =30

\

ReLU(30) = 30
(5=3




Graph-Level Prediction: Global Polling - Solution 2

Solution 1: DiffPool [NeurIPS 2028]
Leverage two independent GNNs at each level

Original Pooled network Pooled network Pooled network Graph
network at level 1 at level 2 at level 3 classification

BO97°H  Executed GNN A: Compute node embeddings
in parallel [>

at each level GNN B: Compute the cluster

that a node belongs to

GNN A & GNN B

13 /7 38 AZEQO 20 8 | Y we



https://arxiv.org/pdf/1806.08804

Graph-Level Prediction: Global Polling - Solution 2

Solution 1: DiffPool [NeurIPS 2028]
Leverage two independent GNNs at each level

Original Pooled network Pooled network Pooled network Graph
network at level 1 at level 2 at level 3 classification

For each Pooling layer

e Use clustering assignments from to aggregate node
embeddings generated by GNN A
« Create a single new node for each cluster, maintaining edges

between clusters to generated a new pooled network
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https://arxiv.org/pdf/1806.08804

Training & Evaluation
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From Predictions to Learning

Predictions Are Not Enough

« A GNN produces a prediction y for a node, edge, or graph.
« During training, we also have the ground-truth target y.

* Measure how different prediction from target

converts this difference into a scalar value.
Node-level: prediction $;, label ;.
Edge-level: prediction 9., label v,

Graph-level: prediction $, label y&
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Loss Functions for GNNs

1. Input Graph 2. GNN 3. Prediction v 4.Loss L(v,V) 5. Backpropagation
P - 5 ~ -~ “ . & Parameter Update
) 4 Ground Truth y Prediction ¥ 72 e R
N e . @ et o
; \“‘/ » @ - & p » — @ » / Backpropagate
R L \Ojj ...|  Compare | gradients &
) l @ O ®| &compute |@ update GNN |
\ >, L &, \ = >, szram‘y
- J ,
Learn node / edge / Prediction for node, Scalar loss (e.g., CE, MSE) S
graph representations edge, or graph \e i D,
A 1
b e oo o oo o e e e e e e e e an e e s e e e e s En e e s G e e e e e e e s 4
GNN Task Typical Output Common Loss

Node Classification

Class of each node Cross-Entropy Loss

Edge / Link Prediction

Edge existence probability Binary Cross-Entropy

Graph Classification

Class of the whole graph Cross-Entropy Loss

Node / Graph Regression

Continuous value MSE / MAE

ALESCl 20 82 |
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Cross-Entropy Loss

Cross-Entropy for Classification

e Used for multi-class classification

* The prediction head produces a probability distribution over C classes

yv = [yvlr 5;1?2» Y yvc]

« The ground-truth label y; is the representation as a one-hot vector

Loss of a Node: C
L,=— 2 Yvc log yvc
c=1

Yue. ground-truth label for class ¢

* Y, predicted probability for class c
C
_ 1
Total Train Loss: £y = —Z L,
|Vtrain| =1
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@ Good Prediction

Ground Truth v,, Prediction V,,

;—“—&»ﬂ— —_—

[0 1 0] ’ 0.05 | 0.90 | 0.05
(Class 2)

Loss: L, = —1log(0.90) = 0.105

@ Bad Prediction

Ground Truth v,, Prediction ,,

iy e

[0 1 0] ‘ 0.80 | 0.10 | 0.10
(Class 2)

Loss: £, = —log(0.10) = 2.303
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Mean Squared Error (MSE) for Regression

Regression predicts a continuous value.

The prediction error for one sample is:
e, =Y — i

Mean Squared Error (MSE):
Measures the average squared prediction error

N
1 .
Lysp = - E (y; — 9,)? Sma!l MSE is better
— prediction performance

Training Goal: Minimize MSE — J; = y;
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How Do We Evaluate a GNN?

Task Output Common Metrics
Classification Discrete class Accuracy, Precision,

Recall, F1-score
Regression Continuous value MSE, MAE, RMSE
Ranking /

Link Prediction

Ranked candidates MRR, Hits@K, AUC

Classification
* Accuracy: fraction of correctly predicted samples
» Precision / Recall / F1: useful for imbalanced classes

Regression
« Measures how far predictions are from true values
» MSE gives larger penalties to large errors

Link Prediction / Ranking
« Evaluate whether the model assigns higher scores to correct links
* Common metrics: MRR, Hits@K, AUC
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Accuracy: A Simple Evaluation Metric

What is Accuracy?

» Measures the fraction of correctly predicted samples
» Simple and intuitive metric for classification tasks

» Used for node-level or graph-level classification

Number of Correct Predictions

Accuracy = .
Total Number of Predictions

Simple Example
10 nodes are classified:

@ Correct predictions: 8
() Incorrect predictions: 2

[ Accuracy = 8 /10 = 0.8 = 80% ]

When Does Accuracy Work Well?

» C(Classes are relatively balanced

 Correct predictions are equally important
across classes

Limitation: Can Be Misleading for Imbalanced Data
Example: 95 normal nodes + 5 anomalous nodes

000 00 ( Predict All as
@Y1 QOO i —> 00000000000000000
Accuracy = 95 / 100 = 95% (But detects 0 anomalie }
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ROC Curve: TPR vs. FPR

ROC Curve;

Captures the tradeoff in TPR and FPR as the classification
threshold is varied for a binary classifier.

1
Actually Actually 77
Positive (1) Negative (0)
0.8
. True False
Predicted .‘ Ea
Positive (1) Positives Positives =
(TPs) (FPs) E 06
(]
False True ® :
Predicted N . : o 7
. egatives Negatives 3
Negat've (O) (FNS) (TNS) (True Positive Rate) § 0.4
()
= NetChop C-term 3.0
TP 0.2 = TAP + ProteaSMM-i
TPR = Rec all = TP == ProteaSMM-i
+ 0L ] ] ]
0] 0.2 0.4 0.6 0.8 1
FP Note: the dashed line False positive rate (FPR)
FPR = '
FP + represents performance of ke S

a random classifier
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ROC-AUC: Threshold-Independent Evaluation

== TAP + ProteaSMM-i

NetChop C-term 3.0
P
=== ProteaSMM-i

~—

| | | 1

ROC AUC: Area under the ROC Curve 1
Intuition: 08 |
The probability that a classifier goﬁ I
will rank a randomly chosen g
positive instance higher than a e § T
randomly chosen negative one o2l

00

Note: the dashed line
represents performance of

a random classifier
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0.2 0.4 0.6 0.8 1
False positive rate (FPR)

(False Positive Rate)
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Dataset Splitting for GNN's
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Why Is Dataset Splitting Different for Graphs?

Traditional Machine Learning

« Samples are usually treated as independent and identically distributed (/D).
 Train / validation / test sets can be split independently.

« Splitting one sample does not affect other samples.

s a
° .
. Y s
. . A
. [
» °
. - y s
i . R '
i * '
¢ s * N
. . o i
B . 0 D o
H Sman @44 seERONemey ) . = —  Lesmmaa,, . .
o e . B . >
., N . . 4 .
& N . B ., v .
. > . ® . . .
‘ .. . , : @ ' : ¥
* \ . ] - . 8 =~ .
. . N . . * .
. [ . .. » A
o . & . B
. . . * . 1 .
- . . o’
v . > .
Caus® P

Test

-
= -
B -
....
...........
---------

Graph Machine Learning

* Nodes are connected through edges and are not independent.

* A node can receive information from nodes in different data splits.
 Graph structure may be shared across train / validation / test sets.
Therefore,
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Transductive vs. Inductive Learning

Transductive Learning
Learn and predict on the same graph.

Inductive Learning
Generalize to unseen graphs.

@ Train nodes
@ Val nodes

() Test nodes

One Graph

@ The model has access to the entire graph
structure (including test nodes) during

message passing.

Test Graphs

Train Graphs . Validation Graphs

!
I
I
I
I
I

“d

1
I
|
1
I
1 I
| I
| I
|
I

@ The model is trained on some graphs and
evaluated on different, unseen graphs.

Ko 4

+ Typical in citation networks, social networks
+ Goal: predict labels for (some) nodes

in the same graph

« Common in molecular graphs, recommendation,
or any setting with new graphs over time

+ Goal: generalize to entirely new graphs

9 Key Takeaway: Transductive assumes test data comes from the same graph.
Inductive assumes test data comes from different graphs.

-
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Transductive Node Classification

In the transductive setting, we split node labels but observe the entire graph,

-~

One Graph (all nodes and edges are observed)

| 1) Training
Compute embeddings using h,

the entire graph. ® h
GNN ® h,

;.:‘;j‘ —.@] - @ h4

\/ S @k

4 ) . h-6

- Compute loss using only training labels,

’ ‘Ctrain = ‘C(hl: yl) + ‘C(hZ’ }’2) {

—_
Training nodes (labels used for training)

..........................................................................

O Validation nodes (labels used for validation)

. Test nodes (labels used for testing)
s

£

ﬁ_“’_ Key idea: We split the node labels, 1
s hot the graph.

ﬁ2) Validation

Compute embeddings using
the entire graph.

Evaluate using validation labels.

[ Evaluate on {y3, V4 } ]

\ o
N\ e
3) Test
h, Compute embeddings using hy
@ the entire graph.
h, grap ks h,
@ h; = @h
< @hs < Ohs
@ hg @ hg
Evaluate using test labels.
L Evaluate on {ys, Vs } 1

The entire graph is visible, but only training labels are used for learning.
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Inductive Node Classification

In the inductive setting, we generalize to unseen graphs.

~

Training Graphs
(seen during training)

'S T

Validation Graphs ) Test Graphs
(unseen during training) (unseen during training)

¢ Node labels are available.
e Model learns from these graphs.

¢ Node labels are available.
» Used only for final evaluation.

¢ Node labels are available.
¢ Used only for model selection.

iy

Node

GNN

Encoder
(shared)

Training Labels ‘: L
[0y, | 4
Prediction | Compute Loss @y, ; Model
Head (using training | <~ ~" ®ys : parameters
(shared) m (abels only) i are learned
? . : only from
| ®Yn ' | training graphs.
Backpropagation : J

Validation

Test

Apply the trained model to validation graphs I Apply the trained model to test graphs l
and evaluate using their labels. and evaluate using their labels.

Inductive node classification trains on

& generalizes to unseen graphs
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Dataset Split for Graph Classification (1/2)

Graphs Are Individual Samples

« Each graph G; is treated as one independent sample.
« Each graph has its own graph-level label v;.

« We split the graphs themselves into training, validation, and test sets.

D = Dtrain + Z)valid + Dtest

Training graphs Validation graphs Test graphs
Used to learn Used for model Used for model
GNN parameters selection and selection and

hyperparameter tuning hyperparameter tuning

29 / 38 ATEgOl B Yo | £ D4




Dataset Split for Graph Classification (2/2)

In graph classification, each graph is an independent sample with a graph-level label.

[ Training Graphs (seen dur;ng;ir@

G, G, Gs

\ \

Rt

Y1 2) Y3

| E ‘ Validation Graphs (unseen during training)

Va Ys

|
|
|
|
|
|
|
I
I
I
|
|
I
I
I
I
|

- Test Graphs (unseen during training)

- N
@ Training graphs

® Validation graphs
@ E@:éo soe @ Test graphs

Yo Y7

Y; : graph-level label
\

Dataset split: D = Dyrqin U Dyat U Diest

(disjoint sets of graphs)

Input: Batch of Graphs

s

GNN
| m Encoder
(shared)

Predictions

Prediction
Head

(shared)

Graph Label
(ground truth)

Ui

—’ . ——— y2

|

Loss

Y3

Yn

(using training labels only)

' Key Points

» Each graph is an independent
sample.

» We split entire graphs, not
nodes within a graph.

» Model parameters are learned
only from training graphs.

* The model must generalize
to unseen graphs.

Validation

Test )
o o a [

Apply the trained model to validation graphs (unseen during training) l ¢ X"fo Apply the trained model to test graphs (unseen during training) ‘ ?—. 4.:
|

and evaluate using their labels.

and evaluate using their labels.

30/ 38

AZEQO 20 8 | Y we




Dataset Split for Link Prediction

Goal of link prediction: predict missing edges

Setting up link prediction is tricky:

« We need to create the labels and dataset splits on our own
* Concretely, we need to hide some edges from the GNN and

let the GNN predict if the edges exist

@ X @ P~ @ e

&—@ 5—@)

Original graph Input graph to GNN Predictions made by GNN
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Message Edges vs. Supervision Edges

Link Prediction is Different!

* The goalis to predict whether an edge exists between two nodes.
« Unlike node or graph classification, edges play two different roles:
» They define the graph structure for message passing

* They can also be the targets we want to predict

Why We Simply Split Edges?

Link Predictor => Vv
h,

hy, hy

hl, = Agg(h, {h,1:v € N(w)})

But already the edge is used
during message passing

oj0] g 201 &4 2til of= of

i
M
olot
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Message Edges vs. Supervision Edges

Edge Type

Role

Message Edge

* Used for GNN message passing

Supervision Edge

* GNN predict this edge

» Use for computing objectives
(Prediction target / loss computing)

r 7 T
1) Message Edges (Emessage) 2) Supervision Edges (Esupervision) Mezs?geGeSﬁjs (Emessage)
used for
¢ Used as input to the GNN ¢ Used as prediction targets g A
o Define the graph structure e NOT used for message l::;ir:t';znt:rg:tss( superaision)
for message passing passing 4 5
¢ Used to compute node e Used to compute training ®  Nodes
embeddings loss 1 Do not use an edge as a ]
N . 2 ' _‘6’_ message edge when that i
( Emessaqe — GNN — hu’ h'v ’ ' (hu’ hv) — Link Predictor — Yuv | <3 same edge is the prediction i
: _ L target. J
A J
Original Graph Input Graph to GNN (message edges only) GNN Predictions made by GNN |
o ( Message passing
on Emessage '- '
+ Predict .
2?2

RSP T

e @
o~ "0
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Transductive Link Prediction Split

In train or val or test set, each graph will have 2 types of edges:

message edges + supervision edges

e Supervision edges are

the input to GNN

4 ¥ N D
TRAIN VALIDATION TEST
£ ) . e . .
Available Message Edges Training / Available Edges Training + Validation /
3 o 3 p Available Edges
v ¥ L 7
GNN GNN *
GNN
! ( } ;
Predict Training Predict Validation Predict T N
Supervision Edges Supervision Edges re.'Ft el
Clvevossiy o) Py ) Supervision Edges
O o G Oy -0
(o) | (o) " gt
v ) v 7 \
Update 6 Evaluate Final Evaluation
L N ot %, B

only the message edges available at that stage.

Key Takeaway: At each stage, predict held-out supervision edges using }

Never reveal the current
target edges during
message passing.
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Information Leakage in Link Prediction

Information Leakage?

Target edges
Otherwise, GNN can
This leads to

during message passing

It is supposed to predict

validation/test performance

Key Principle

Separate Message-Passing Edges from Supervision Edges

1 Message-Passing Edges

e Used by the GNN to compute
node embeddings

e Define what structural information
the model can access

-

2 Supervision Edges
e Used only to compute the
prediction loss or evaluation metric

e Must remain hidden from the GNN
when they are prediction targets

J

-

Correct Link Prediction Setup

Available /
Training Edges

F:
by

S

GNN

C{LO’

e

~

J

s

Node Hidden Link
Embeddings Target Edge Predictor
=F Checiidy E E
- | O-H - — — > *
8_ | Predict edge (u,v)
\e = ﬁuv
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X WRONG

Target edge is present in
the input graph.

v/ CORRECT

Target edge is hidden from
the input graph.

Target
edge (2,5)

Input Graph to GNN
1 ©) 3

(8
v
GNN

v

Predict edge (2.5)

Predict edge (2.5)

GNN already sees the target

@ GNN must infer the missing
edge during message passing!

edge from the available structure.
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Summary

317/ 38
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Summary (1/2)

Graph data splitting is different from ordinary IID data splitting.

* Nodes and edges are structurally connected.

* Information can flow across dataset splits.

Transductive and inductive learning use different split strategies.

* Transductive: the same graph is observed across training, validation, and test.

* Inductive: the model must generalize to unseen nodes or graphs.

The split strategy depends on the prediction task.

* Node classification: split node labels or graphs.
« Graph classification: split entire graphs.

« Link prediction: split edges carefully.
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Link prediction requires separating edge roles.

» Message edges: used for GNN message passing.

« Supervision edges: used as prediction targets and for loss computation.

Target edges must remain hidden during prediction.

» Otherwise, the GNN can see the answer through message passing.

» This causes information leakage and overly optimistic evaluation.
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     y ^ G = 𝐌 𝐞 𝐚 𝐧  (  {  h u L ∈  ℝ d , ∀ v ∈ G } ) =  W H  h v L


     y ^ G = 𝐌 𝐚 𝐱  (  {  h u L ∈  ℝ d , ∀ v ∈ G } ) =  W H  h v L


     y ^ G = 𝐒 𝐮 𝐦  (  {  h u L ∈  ℝ d , ∀ v ∈ G } ) =  W H  h v L
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   y v i


     y ^  u v i


   y  u v i


     y ^ G i


   y G i


     y ^ v =  [    y ^  v 1 ,    y ^  v 2 ,   ⋯ ,    y ^  v C ]


   y i


   ℒ v = −   ∑  c = 1 C   y  v c  log ⁡     y ^  v c


   y  v c


     y ^  v c


   ℒ v =  1   |  𝒱 train |   ∑  c = 1 C   ℒ v


   e i =  y i −    y ^ i


   ℒ  M S E =  1 N   ∑  i = 1 N     (  y i −    y ^ i ) 2


  →


     y ^ i ≈  y i


  T P R = R e c a l l =   T P  T P + F N


  F P R =   F P  F P + F N


   G i


   y i


  𝒟     =       𝒟  t r a i n     +      𝒟  v a l i d     +      𝒟  t e s t


      u


      v


   h u


   h v


   h u


   h v


     y ^  u v


   h u l = 𝐀 𝐠 𝐠  (  h u h ,    {  h v  l − 1 : v ∈ N  ( u ) } )

